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Abstract
This project explores application of the Sentence Transformer model to retrieve similar course descriptions and predict whether a candidate course description would have any prerequisites to it. Using a sample of 300 courses at DePaul University, it explores the effect on the number of matches used to predict and whether they are weighted by their similarity. The resulting performance indicates only small differences between unweighted and weighted, with some more initial stability for the weighted strategy. The model does not perform substantially better than what would be achieved by always predicting the majority case. We explore possible reasons for the limited performance and suggest future directions for improving it.
Introduction
In the LLM topics course, we studied diverse approaches to processing text. A common theme is the representation of tokens and documents in terms of vectors, sometimes in the form of token-frequency counts and other times in the form of learned weights that predict a category or the next token in a sequence. We also studied how dot-products and cosine similarity (normalized dot-products) are used to measure similarity between two vector-based representations. This project applies these concepts for a prediction task, where a pre-trained model is used to provide vector representations of text documents (course descriptions) and cosine similarity is used to identify and retrieve the closest matches. Following examples from our class, we will explore the number of top matches (k) that are most effective for making a prediction.
The task consists of 300 course titles and descriptions at DePaul with (232) and without (68) prerequisites. Given a course title and description, the model predicts whether it should have prerequisites based on the remaining 299 course descriptions. As we will see, the project explores varying the number of top matches (k) and the strategy of weighting the top matches in making the prediction.
Method
The model preprocesses all 300 title/description combinations to a 384-D embedding using the ‘all-MiniLM-L12-v2’ model in the Sentence Transformer library. This model can process up to 256 tokens and produces a 384-dimension representation of the text. To make a prediction, the candidate course title and description is processed to obtain its 384-D embedding. It then uses cosine similarity to match the top-k representations of the remaining 299 examples (of which the prerequisite is known). The system then predicts whether the candidate description has a prerequisite based on whether the k-matched descriptions have a prerequisite. 
The project explores the relative performance of two approaches for predicting a prerequisite. In the unweighted version, the major of retrieved matches predicts whether the candidate course has a prerequisite. Here is the Python statement that achieves it:
predict = sum(1 if preq else 0 for preq in preq_list) / len(preq_list)
The statement obtains the average unweighted vote and then predicts that the course has a prerequisite if it is greater than 0.5
For the weighted version, the vote is in proportion to its similaritiy score. Here are the Python statements that achieve that:
weighted_sum = sum(scores[i] if preq else 0 for preq, i in zip(preq_list, k_list))
max_sum = sum(scores[i] for i in k_list)
predict = weighted_sum / max_sum
Performance is measured by running on all 300 course title/description texts and obtaining the proportion that the matching courses correctly predict whether the candidate course has a prerequisite. The candidate course is always omitted from the set of possible matches.
Results
The following graph shows performance results for the 300 courses as a function of k (x-axis) and weighting strategy (blue is unweighted, orange is weighted). The y-axis depicts the percentage correct.

Both approaches achieve highest prediction around 80% using 10 matches (k). As a comparison, always predicting a prerequisite would achieve a prediction of 78% (the percentage of courses with a prerequisite in the database). The graph also shows that the weighted approach is more consistent for smaller values of k.
Additional analysis reveals that the model successfully retrieves courses that are thematically related. Often the highest match (excluding the candidate itself) is a course in the sequence, where the first course does not have a prerequisite and the second one does.
Discussion
Overall, the Sentence Transformer appears to match courses with similar themes. However, similar themes do not appear to provide a good basis for predicting whether a course has a prerequisite. Note that courses in a sequence have similar themes, but the first course often does not have a prerequisite and the second course does.
The generalizability of this study is limited to the sample of 300 courses and any judgment that goes into deciding whether a course should have a prerequisite.
[bookmark: _GoBack]This project shows the limitations of using example-based retrieval for classification prediction. The similarity score was based on overall similarity and not adjusted to optimizing on the required classification. Specific dimensions of the 384-D embedding may be more diagnostic of prerequisites. A neural network could learn which ones are most predictive.
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